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SELECTING TABLES FOR
PARTITIONING

If you’ve ever asked yourself any of the following questions:
- “How do I determine if table partitioning will help
improve my deployment’s maintenance and performance
capabilities? ”
- “I’ve got 8,000 tables in my database. Which ones are
the best candidates for partitioning?”
- “How do I choose the columns and partition types to use
when adopting table partitioning?”
Then you’ll certainly want to read the following white paper.

The primary reasons why you would want to implement partitioning on your
tables are improved performance, availability and manageability through
increased concurrency and better maintenance capabilities. There are several
things to consider when identifying a table as a good candidate for partitioning
and it is important to get the partitioning architecture correct the first time. The
table partition migration strategy in OpenEdge allows you to adopt table
partitioning on existing tables without requiring you to move any data. However,
to change the partitioning scheme of a partitioned table will require a dump and
load operation.
To rollout table partitioning in your deployment, you need to identify the tables to
partition and then identify the column or columns to partition on. You then need
to determine the partition type to be used (list or range partitions) and the value
for the columns defining what data will be directed to what partition. Additionally
you need to identify the location to store the data for each of the defined
partitions.
There are several things to consider when identifying a table as being a good
candidate for partitioning. It is more than basing the decision solely on the size of
the table. The more aspects in the list below that you can answer positively to the
better candidate the table is for partitioning.

Does the data have a logical grouping to it?
Partitioning by logical data grouping will provide the best maintenance and
performance experience.

Does the data have a historical aspect to it?
In other words, does the data age over time and become less important to the
day to day OLTP activities of the deployment? If so, it is a good candidate for
partitioning since historical data can be marked read only, more easily deleted,
archived or moved to a different storage device if the table were partitioned.
Historical data can more easily be moved to less expensive storage in a
partitioned environment. The alternative but just as unique to partitioning is that
historical data can age on its existing aging storage device while new data can
be easily directed to new storage devices. Either way partitioning allows you
control over where each data grouping (partition) is stored.

Is the cost of doing maintenance too high to perform at the table level
either because of the amount of time it takes to perform the operation on
the entire table or because of the down time required?
If so, it is a good candidate for partitioning since the amount of maintenance
required is restricted to the partition level, there is less to do in one maintenance
“chunk”. Additionally, data that does not change does not require as much
maintenance as data that is constantly in flux. Maintenance operations are more
efficient at the partition level and allow concurrent access to a partition while a
different partition for the same table is under maintenance. All these benefits
increase the availability of the data.

Does the data have an organizational aspect to it?
For instance is the data broken down by regions or some other relatively static
grouping?
If so it is a good candidate for “list” partitioning since there are specific values
which identify each logical grouping of data that can be used to define each
partition.

Does the data have order to it; either a numeric order or a time stamp
ordering that would logically imply a grouping of the data?
For example do you logically think of your data as being organized by quarter or
on an annual basis?
If so it is a good candidate for “range” partitioning since there are value ranges
which identify each logical grouping of data that can be used to define each
partition.

Do you want to query data by logical grouping without using an index?
If so, this is a good candidate for partitioning. When the table is not partitioned, a
table scan will need to traverse the entire table to retrieve the requested data
since there is no index to restrict the data retrieved. However, for a partitioned
table, a partition scan can be performed without an index and the data retrieved
restricted to one or multiple partitions based on the query.
There are several considerations when choosing the columns to define the
partitioning scheme as well. Your partitioning scheme will serve you better if you
spend a little time to investigate partitioning deeper than simply employing the all
too common “just partition on the date field” strategy.

Do the queries of the application typically use the partition aligned
columns to choose data?
If so, it is a good column to partition on since this will facilitate partition pruning
which is where much of the performance advantage comes from on partitioned
tables. Not only does it restrict the data that needs to be scanned but it can also
lessen contention at the block level.

Do you have more than one column that can be used to unique identify a
group of data in your table?
The more refined the partition definition the more you will experience the virtues
of partitioning. For example, partitioning by date alone will not do much to
improve block level concurrency since all new data is presumably being inserted
with the same date value in the same partition for any particular day. However,
sub-partitioning by region as well as by date will improve concurrency between
regions.

Does the value of the partitioning columns remain the same over time?
You will want to pick a column that does not change frequently since the
changing of the data in a partition aligned field will internally require a delete
followed by an insert operation to move the record to the new partition. That also
has the side effect of changing the ROWID which can be troublesome if your
application uses ROWIDs to directly access data.

Does an index containing the partition columns in order as its leading
components exist already or must one be added? What is the cost of
adding such an index if it does not already exist? Can you recompile the
application to take advantage of this new index?
The columns chosen to partition on must exist as the leading component of an
index. This is referred to as a partition aligned local index and is required when
enabling partitioning on a table. Understanding the answers to these question will
identify if the table is a good candidate for partitioning.

Do you typically search or sort on non-partition aligned fields?
If so, a global index is usually created to improve performance by avoiding the
need to perform a sort operation on the retrieved data. However, maintaining a
global index has a higher maintenance cost since its concurrency during certain
maintenance operations affects the entire table, not just a partition of the table.
Global indexes are also larger since they contain index data for all partitions of
the partitioned table making maintenance operation take longer.

Are the partition aligned columns well known at record creation time?
Partition aligned columns do not support the UNKNOWN “?” value. If the partition
aligned fields are not well known at record creation time the columns may not be
the correct columns to be partitioning on.
A follow on to that is that the partition aligned columns must be assigned in the
first assign statement at record creation time or have default values that will
locate the record in a defined partition. Some applications create records and
populate the fields of the record across several assign statements. If one of
those assign statements requires the record be physically created (as opposed
to deferring the record creation) then the default values of the partition aligned
column will be used to initially create the record if they are not already assigned.

This has the adverse performance side effect when updating the partition aligned
fields mentioned earlier in this document. Worse could be that the record is
prevented from being created altogether if a partition definition for locating
records with the default value combinations does not exist.
In the next Table Partitioning ESAP, you will be able to apply the partitioning
model to the tables of your own database. As you can see, there are several
things to consider when designing your partitioning scheme. Some of them are
obvious; some not so obvious. However, getting it right the first time is important
and worth the effort.
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